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Lecture 5: Reasons and their Strength
1. The questions about reasons that I listed in my first lecture included the following two:

Strength: Reasons have varying strengths. The reason to turn the wheel of the car in order to avoid hitting a pedestrian, for example, is a stronger reason than the reason to go on listening to enjoyable music. What is strength, and how do we determine the strength of different reasons? 

Optionality: Some reasons seem to be “optional”—merely reasons it makes sense to act on if one chooses—whereas other reasons are normatively conclusive—reasons it does not make sense not to act on. How should this difference be understood?

In this final lecture I will address these questions in the light of the relational view of reasons that I have advanced. I have so far been discussing the weakest normative relation, R(p, x, c, a), understood as the minimal claim that, for an agent in circumstances, c,  p counts in favor of doing a. This claim leaves entirely open whether p is a conclusive reason that should settle the matter of whether to do a, or whether it is even a sufficient reason for doing a under the circumstances—whether it would be reasonable to do a for that reason under these conditions. The claim that R(p, x, c, a) holds is just the claim that p is a consideration that it makes sense to take into account, as something counting in favor of a, in considering what to do in those circumstances.

The claim that R(p, x, c, a) holds does entail a claim of one kind about the normative force of other considerations in c, namely that these considerations do not undercut p as a reason to do a. A consideration q that holds in c undercuts p as a reason to do a in c if it is not the case that R(p, x, c, a) but it is the case that R(p, x, c’, a) where c’ is a situation as normatively similar to c as possible in which p holds and q does not. To go beyond the idea of undercutting, and to capture the idea of one consideration’s being a stronger reason than another and the idea of a reason’s being optional, we need to consider normative relations that are stronger than R.

As a first step consider the relation SR(p, x, c, a), which holds just in case p is a sufficient reason for doing a in circumstances c. When this relation holds, a person who does a in c for this reason is not open to rational criticism (that is to say, criticism on the ground that the person was not responding appropriately to the reasons he or she had
) whether or not there are other considerations in c that count in favor of doing a. Even if it is true that SR(p, x, c, a), however, it can also be true that  person who was aware of this would not be open to rational criticism for failing to do a. So doing a in c  for reason p is optional.
But this idea of optionality leaves open the possibility that a person in c who, knowing that it is the case that p, fails to respond to this as a reason for doing a is not liable to rational criticism only because there is some “counterbalancing” factor, q, in c, such that SR(q, x, c, b), where b is a course of action incompatible with doing a. 
The reason that I mentioned at the beginning of this lecture as being optional—the pleasure of listening to some music on the radio—seems to be optional in a stronger sense. It makes sense for me to listen to some music for this reason, but even if I know this I do not have to have some countervailing reason for not turning on the radio in order not to be open to rational criticism to failing to turn it on.
It should not seem mysterious that many reasons are optional in this stronger sense. There is, at any given moment, a vast range of things that I would have sufficient reason to do, and in order not to be open to rational criticism I do not have to have countervailing reasons for not responding to each of them, or even to each of the reasons that I am aware of. This would not be possible if the reasons that one has in a certain situation each had, as it were, a certain normative force under these conditions, and if being rational were a matter of doing what is supported by the resolution of these normative forces. If that were so, then reasons could still be “optional” in the weaker sense I mentioned: if two reasons for incompatible courses of action were of equal force then it could be rational to do either of these things. But there could be no optional reasons in the stronger sense I am now considering. If a consideration is one that it makes sense to act on in a given situation, then on the view just described it does not make sense not to act on it unless some countervailing reason for doing something else is present.
This model of rational decision-making seems to me mistaken. Reasons can render an action rationally eligible without making it rationally required in the absence of some countervailing reason. Being rational involves not only identifying and assessing the reasons one has, but also selecting courses of action from among those that one has sufficient reason to do.
 It therefore seems possible that some reasons, such as my reason to turn on the radio to hear some music, can be optional in the stronger sense. It is, however, slightly misleading to refer to these as optional reasons. Reasons themselves are not optional: a consideration is a reason in a certain situation or it is not. What is optional is acting on certain reasons.
I have so far been considering questions about the normative standing of particular considerations, such as whether a given consideration is sufficient reason for an action in certain circumstances, and whether acting on it may be optional. Focusing on a particular consideration, p, in this way, and distinguishing it from the background conditions, c, is appropriate when we are concerned with the relation, R—that is, with whether a consideration counts in favor of acting in a certain way in certain circumstances. But when we turn to stronger normative relations such as SR(p, x, c, a) it may seem that the relevant question is not whether some given consideration, p, is sufficient reason for a certain action but simply whether an agent in those circumstances has sufficient reason (or even conclusive reason) to act in that way. An agent in certain circumstances can have sufficient reason to do a even though in that situation no particular consideration, p, is sufficient reason to do a in the narrower sense I defined above: that is, it is not true of any of these particular considerations that a person would not be open to rational criticism for doing a for that reason regardless of whether there were any other considerations in that situation counting in favor of doing a.
But we do sometimes ask whether particular reasons are sufficient in this sense. We may ask, for example, whether the fact that I would find it amusing to do something is sufficient reason to do it in a given situation or, more strongly, whether the fact that I promised to do something is, in a certain situation, conclusive reason to do the thing promised. So I will continue to understand the relation SR(p, x, c, a) in this narrower way, as holding whenever p is by itself a sufficient reason for doing a, leaving aside whatever other reasons there may be, in the circumstances, for doing so. And I will adopt a similar understanding of the relation, CR(p, x, c, a), which holds when p is a conclusive reason for doing a in c. Understanding SR in this way, we might define the relation of outweighing as follows: 
One consideration, q, outweighs another, p, if the following hold: R(p, x, c, a), R(q, x, c, b), where b is a course of action incompatible with a, and SR(q, x, c, b) but not SR(p, x, c, a), although SR(p, x, c’, a) where c’ is a set of circumstances as normatively similar to c as possible except that q does not obtain in c’.

When q outweighs p in this sense, it is natural to say that q is a stronger reason than p. This does not capture all that might intuitively be meant by strength, however. It does not, for example, cover claims about the relative strength of two considerations as reasons for the same action. For example, the fact that my friends who are giving a party will be hurt if I do not appear may be a stronger reason for going to the party than the fact that the food will be good. Such cases of relative strength might be captured by saying that p is a stronger than q as a reason for doing a in circumstances c if there is some consideration r, which is a reason for doing some b that is incompatible with doing a, such that r outweighs q but does not outweigh p.
 This counterfactual interpretation may, however, seem indirect, and not to capture the full intuitive idea of strength. I will return to this question.
Another objection to this proposed definition is that it may seem not to capture the relation of priority between the strength of reasons and relations such as outweighing. It does not, the objection holds, reflect the fact that one consideration outweighs another because it is a stronger reason, or the fact that we arrive at conclusions about whether a consideration is a sufficient reason for acting a certain way by comparing its strength with that of competing considerations.
This idea, that strength is an independent property of individual reasons, may derive its plausibility from certain substantive accounts of reasons for action. Consider, for example, a desire-based theory of reasons, which holds that an agent has a reason for doing a only if doing a would satisfy some desire that he or she has. Such a view might hold that the strength of a reason corresponds to the motivational strength of the desire that backs it.
 Given relevant facts about agents’ desires, this theory would assign degrees of strength to all reasons, including to reasons for the same action as well as competing reasons for different actions. These strengths could then be used to explain relations of outweighing and conclusions about when reasons are sufficient or conclusive.
The strength of reasons might be explained in a similar way by a hedonistic theory, which held that reasons for action are provided, ultimately, by the amount of pleasure that those actions would produce, and that the strength of some consideration as a reason for action lies in the amount of pleasure that that consideration indicates that the action would yield. Other teleological accounts, which locate the normative force of reasons in the production of some good other than pleasure, would have this same structure. 
These theories offer what might be called atomistic accounts of reasons and their strength. They explain the normative force of a reason with an amount of something—such as motivational force, or increments of pleasure or some other good—that is associated with it.
 There are indeed cases in which the strength of reasons seems to be correlated with amounts of something. In some cases my reasons for choosing among certain courses of action may be, within limits, determined by amounts of money (by what different sellers charge for the same good, or by the amounts I would get paid for doing the same work.) And there are cases in which my reasons for choosing among certain options are determined by the degree to which I would enjoy them. But these cases are special.

It is a mistake to generalize from these cases and to suppose that even if desire theories and hedonistic theories are to be rejected, there still must be some property the amount of which determines the strength of reasons for action. Given the heterogeneity of natural properties that can provide reasons it is not plausible to suppose that there is some natural property, amounts of which determine the relative strength of all reasons. Nor is it plausible to suppose that there is a normative property of strength, which is prior to judgments of priority and outweighing of the kind captured by relation SR, amounts of which can be determined and weighed as a way of arriving at such judgments.
In contrast to such views, the account of strength I have offered is top-down rather than atomistic. It holds that insofar as there are facts about the relative strength of reasons, these facts are fully captured by normative relations such as SR and CR, which express general principles about the roles properly given to certain considerations in deciding what to do and in justifying one’s actions. The counterfactual account I offered above of the strength of reasons for the same action is therefore not objectionably “indirect.” It captures all of the potential significance that such comparisons have: as noting differences in the ways that these considerations might be outweighed by reasons for competing courses of action. The idea of the strength of a reason has no significance for us apart from consideration of such potential conflicts.
In an important respect, this top down view resembles Kant’s. Accepting that SR(p, x, c, a) is what Kant called adopting a maxim, the policy of taking p to be sufficient reason for doing a in circumstances c. Kant seems to me to be correct in holding that maxims are fundamental elements of practical reasoning, although we differ about how these are to be interpreted. I understand maxims as judgments about the relative strength of reasons. For reasons that I mentioned in discussing expressivism in Lecture 3, I do not think that the content of a judgment that SR(p, x, c, a) can be simply identified with a policy of giving priority to p in one’s decisions about what to do in circumstances c. This fails to account for the significance that the fact that SR(p, x, c, a) has in contexts other than individual decision-making, such as in justifications of one’s actions to others and in giving advice.

Where I most clearly differ from Kant, however, is on the question of how we should decide which maxims to adopt, or, as I would put it, decide when it is the case that SR(p, x, c, a) or that CR(p, x, c, a). According to Kant, as I read him, a person (correctly) decides which maxims to adopt on the basis of his or her inclinations, under the constraints of the Categorical Imperative. I do not accept Kant’s arguments for the Categorical Imperative as a fundamental principle of practical reasoning, and I do not want to say that the strength of reasons is in general determined by the strength of the agent’s desires or by any other atomistic account. So I need to say something more about how we arrive at conclusions about the strength of reasons. I do not have a general answer to this question, but I will describe a few ways of arriving at conclusions about strength, that is to say, about which considerations outweigh others as reasons for action, that seem to me to be valid.
2. Consider first what I will call quantitative cases in which, on the surface, something like an atomistic view seems most plausible. If two dealers offer exactly the same model automobile, with the same warranty, but dealer A offers this at a lower price than dealer B, then the fact that A offers the car at this price gives one a stronger reason to buy it from him rather than from dealer B. But this conclusion depends on certain assumptions: that price is the only relevant difference between the two, and that the difference in price is significant. Once these assumptions are in place the normative conclusion follows, that I would be open to rational criticism for spending money needlessly by buying the car from dealer B.
These two normative assumptions are not comparative, let alone quantitative. The claim that the difference in money is significant is only the claim that it provides a reason for buying the car from dealer A unless there is some reason not to (i.e. the claim that this reason is not optional in the stronger sense mentioned above.) It does not say anything about how this reason would compare with possible countervailing reasons. So the comparison of “amounts” occurs only at the non-normative level.
Looked at in this way, the example of buying the car is also an instance of a broader class of dominance cases, which are not necessarily quantitative. Suppose that my friend needs help and that either of two courses of action, C and D, would provide the needed help to the same degree. Doing C, however, would also help my business and my political career by getting my name in the newspaper. If there are no other reasons relevant to the choice between C and D, and if the advantage of getting my name in the newspapers provides a significant (i.e., non-optional) reason in this context, then it would seem that I have stronger reason to do C (i.e. that I would be open to rational criticism for ignoring this reason and doing D instead.)  Again, this seems to be a way of arriving at conclusions about relative strength without doing anything that looks like comparing the “weights” of the particular reasons involved. (I will later question one of the normative premises that this reasoning relies on.)
A third class of ways of arriving at conclusions about relative strength of reasons involves what I will call multi-level cases. All of these involve general policies of giving some reasons priority over others in particular cases of certain kinds, which are justified by reasons for having these general policies rather than by comparisons of reasons provided by the factors at stake in particular cases. Sometimes the justification for these policies is instrumental. In order to lose weight by dieting, or to become healthier through exercise, one needs to have a general policy of giving greater weight to following one’s diet or exercise plan than to (at least most of) the considerations of pleasure of convenience that provide reasons for deviating from this plan on a given day. This involves accepting general judgments of the form SR and CR. Although these judgments are not based on comparison of the reasons provided by the particular alternative one is choosing between on a given day, they do depend on background judgments of a comparative character: that the advantages of weight loss or greater fitness are worth the cost in pleasure and comfort. I am not trying to show that we never make comparative judgments about the strength of reasons—quite the contrary. My point is rather that we arrive at such judgments in a variety of different ways, which are not helpfully described, as “weighing” the independent strengths of underlying considerations.

The justification for comparative judgments in multi-level cases is not always instrumental. In the example I just gave of dominance reasoning the comparative judgment that one has conclusive reason to help one’s friend, even at some personal cost is a judgment required by being a friend. This is not to say that one accepts this judgment in order to bring it about that one is a good friend, as in the diet and exercise cases one follows a policy in order to bring it about that one loses weight, or is more physically fit. The idea is rather that being a good friend involves, among other things, taking certain views of the reasons one has. For example, one would not be a good friend if one did not give priority to one’s friend’s needs in this way. And it may also be the case that a good friend would not decide how to help his friend by considering what would be most advantageous to his own career, as in my previous example.

There is, of course, the further question of whether one has sufficient reason to be a friend at all. (This is why it is a multi-level case.) Even if one is not a friend for the sake of the advantages this brings to one’s life, it must at least be true that the burdens of friendship do not provide conclusive reasons against it, as they would in the case of a relationship that involved allowing every aspect of one’s life to be dictated by the other person.
Moral reasons, which are often cited as examples of reasons with special strength, are best understood on this multi-level, relationship model. Particular moral principles, such as ones requiring fidelity to promises, or forbidding acts that cause harm to others, are judgments that certain considerations provide conclusive reasons for (or against) certain actions in certain circumstances. Being moral involves holding these judgments, just as being a friend involves seeing oneself as having special reason to help one’s friend when the need arises. There is then the further question of what reason one has to hold these judgments and try to live by them—i.e. what reason one has to take morality seriously. I believe that the best answer to this question lies in the fact that they are required by a relationship with other rational beings that one has reason to want, specifically, the relationship of seeing them as beings to whom justification is owed. To fully defend the judgments of priority among reasons that moral principles involve, one must argue, as in the case of friendship, that the burdens of accepting these judgments are not so great as to make it unreasonable to hold them.

3. The emphasis I have placed on general principles—moral principles and other principles about reasons and the priority among them—raises a question of how my view is related to particularism, understood as the denial that there are any such general practical principles.
 I have said that statements such as claims that R(p, x, c, a), SR(p, x, c, a), or CR(p, x, c, a), express general practical principles—general because they claim that in any situations of type c, p is a reason, or a sufficient reason, or a conclusive reason, to do a. It may seem to follow that the position I am advocating is incompatible with particularism. On the other hand, by making explicit the fact that reasons and their strengths depend on circumstances, my view may seem to endorse one of the basic claims that particularists make.

Particularists assert that whether some consideration is a reason for or against a given action, and the strength that reason has, will depend on the agent’s circumstances.
 This seems obviously correct. The fact that there is a bomb under x’s desk that will kill x unless he or she leaves the room now is in most circumstances sufficient, or even conclusive reason for x to leave the room now. But if x is a member of the resistance who knows that she is about to be captured by the occupying forces, will be tortured, and may not be able to resist revealing information about her confederates, then the fact just mentioned is sufficient reason for her not to leave the room.

From fact that the reason-giving status of a consideration varies with the circumstances it does not follow that there are no valid and meaningful practical principles. Particularists sometimes say that what they are denying is that there are valid, meaningful practical principles that are finitely specifiable, the idea being that given any finite specification of the conditions under which some consideration is held to be a reason, or a sufficient reason, for a certain action, we can always imagine a further factor which, if it were to obtain, would undercut that reason or alter its strength.

We might try to specify a general principle to cover the bomb examples I just mentioned by incorporating into the circumstances, c, the condition that the agent has good reason to want to go on living. But this is not enough. Even if x has good reason to want to go on living, he or she might have strong reasons for not leaving the room. For example, x might be a teacher who, by staying in the room longer, can help more of the children in his or her class to escape. So one would need to add the condition that x has no sufficient reason for remaining in the room.
Making these qualifications explicit weakens the principle. The last condition, that x does not have sufficient reason for remaining in the room, may seem to make what at first seemed to be a meaningful principle, holding that x has conclusive reason to leave the room, into a trivial claim that the presence of the bomb is conclusive reason for x to leave the room if he or she does not have sufficient reason to remain.

One way to strengthen the principle would be to restate these conditions in non-normative terms. Rather than saying that the agent has reason to want to go on living, we might specify that the agent is in good health and is not about to be killed in some other way, or subjected to great pain or suffering. Whether or not this is adequate, it would be much more difficult to spell out in non-normative terms the condition that the agent not have good reason to remain in the room. The range of possible obligations or other aims that might provide such reasons are too varied to be easily summarized.

This brings out a difference between claims involving the relation R and those involving SR and CR. Many valid claims that R(p, x, c, a) can be formulated specifying c in finite, non-normative terms. But, because claims about sufficient or conclusive reasons must take conflicting reasons into account, and because the range of possible conflicting reasons is so wide, claims about the relations SR and CR are unlikely to be finitely expressible in non-normative terms. What is special about judgments about particular cases is that in a particular case we can know what factors could provide possible conflicting reasons, and we can therefore determine whether the normative conditions that would be included in the specification of c in a general principle are fulfilled or not.

If general practical principles include conditions specified in normative terms, so that “applying” them involves making judgments about what reasons we have, why should we be concerned with these principles? The most important answer is that we cannot avoid doing so as long as we think at all about what reasons we have, since every conclusion about our reasons for action is a general principle of this kind. Beyond this, as I said in Lecture 4, the process of reflection on these principles is a process of coming to a better understanding of the reasons we take ourselves to have. We may, for example, take the prospect of a certain kind of pleasure to be a reason for acting in a certain way in a particular case. But reflection is required to spell out what features of the case are essential to making this true. Our future practical thinking will reflect the conclusions we reach through this process, not in general because we are constrained to follow these principles, but simply because we continue to see the conclusions they express as being correct.

Particularism is most often stated as a view about moral principles. Like the practical principles I have been discussing, moral principles are often finitely statable only in terms that are in part normative. For example, if a person has promised to do something, then he or she is obligated to fulfill this promise unless it was made involuntarily. But the relevant notion of voluntariness is itself normative. It cannot be identified with a psychological condition of being in accord with the promisor’s will, or with the idea of having “acceptable alternatives.” The latter interpretation would not distinguish between a promise to pay the robber who says, “Your money or your life,” and a promise to pay a surgeon for a life-saving operation, since in each case the alternative to the promise may be a prompt and painful death.
 To distinguish these cases we need a larger moral framework specifying what people are obligated to provide for one another and what they are entitled to withhold. (If the promise to the surgeon is morally questionable it is not simply because the agent’s life is at stake but because, like the robber, the surgeon is demanding something he or she is not entitled to demand.)

These moral conditions do not make the moral principle of fidelity to promises trivial or useless. Such conditions might seem to be a problem because moral principles are a response to our need to have general expectations about how people are going to behave toward one another in certain important respects. They claim to be standards we have reason to follow, and are supposed to serve as the basis for interpersonal criticism and justification. It may seem that they cannot play this role if further moral reasoning is required in order to see what they require in individual cases.

But this is not the case, for at least two reasons. First, principles incorporating normative, or even moral, conditions can serve as a shared standard of conduct and justification because we share a clear enough idea of what the non-normative conditions are that fulfill those conditions in most cases. We should just not take a particular specification of these non-normative conditions as capturing the full content of the relevant principles. So, for example, we share a sense of what conditions generally render a promise voluntary or involuntarily in the relevant sense. But when difficult cases arise we need to be guided by a deeper understanding of the relevant moral framework: an understanding of why promises generally obligate and why there has to be an exception for promises made involuntarily.

Second, when we reflect on a principle, and ask ourselves what that principle requires, we are always engaging in moral reasoning, not just deriving a conclusion from some given rule. This is true in clear cases as well as in difficult ones. To see a principle as having “moral force” in a given case always involves seeing what it requires as the content of a justifiable set of interpersonal standards.

Turning now from the case of moral principles to the general case of principles about reasons for action, I have said that judgments about normative relations such as R, SR and CR involve general principles about the reasons we have. These principles may seem to differ from moral principles in two related ways. First, the point of such principles is not to serve as interpersonal standards of justification and criticism. Second, unlike moral principles, these principles are not standards that we have some further reason to follow, but simply conclusions about our reasons for acting one way or another. We “follow” such principles by deliberating and acting in ways that are in accord with them, but they do not constrain us, as moral principles may be thought to do.

There is something right about each of these contrasts, but the differences should not be exaggerated. First, general principles about reasons for action are not formulated to serve as standards of interpersonal justification. But, in addition to serving as the basis of explanation and advice, these principles play a crucial role in our moral thinking, in my view. As I indicated in Lecture 4, in discussing moral constructivism, conclusions about moral right and wrong depend on conclusions about what individuals in certain circumstances have reason to want and to do.
Second, it makes sense to ask what reason we have to do what morality requires in a way that it does not in general makes sense to ask what reason we have to do what we have concluded that we have reason to do. So one might, as I have said, conclude that moral principles are standards that constrain us in a way that conclusions about reasons for action—expressing general practical principles—do not. But this contrast does not always hold, and the idea of constraint can be misleading.

Constraint in the relevant sense can occur whenever what one has conclusive reason to do runs counter to some psychologically significant source of motivation. This is a perfectly general phenomenon, not limited to cases of moral obligation. Moreover, when the judgment that one has this conclusive reason is arrived at through multi-level reasoning, it makes sense to ask for a reason for giving priority to this consideration. One is not asking (incoherently) for a reason for doing what one has reason to do, but rather asking (coherently) why a particular consideration is a conclusive reason. This experience of constraint is familiar from cases (such as the examples of diet and exercise) in which the relevant explanation is instrumental. “Constraint” by moral principles is, like loyalty to one’s friends, just a non-instrumental version of the same thing. So the constraint involved is a general rational phenomenon rather than distinctively moral.
4. In my first lecture I listed seven questions about reasons that seemed to require answers. In addition questions about optionality and strength, which I have just discussed, these were:

Relational Character: Reasons are reasons for an agent. How is this relational character to be understood?
Determinate Truth Values: Are statements about reasons true or false, independent of our opinions about them? Does the idea that there are irreducibly normative truths of this kind have unacceptable metaphysical implications?
Supervenience: How are facts about reasons related to natural facts? They are not entailed by natural facts, but cannot vary unless natural facts vary. This seems puzzling, and in need of explanation.

Knowledge: If there are irreducibly normative facts about reasons, how can we come to know such facts?

Practical significance: Judgments about reasons play a different role than other beliefs—such as beliefs about the natural world—in practical reasoning and in the explanation of action. How can they play this role if they are beliefs?

I will conclude this final lecture by reviewing the answers I have offered to these questions. I have taken what may seem to be a short way with the first question, by asserting that the basic element of normative judgments is itself a relation, the relation R(p, x, c, a), which holds when a consideration p is a reason for an agent in circumstances c to do action a. This thesis seems to me to have considerable explanatory value. The relational character of reasons is most likely to seem puzzling if we focus on reasons themselves, that is to say the states of affairs, p, that stand in this relation to agents and their actions. If we take the basic normative claims to be apparently non-relational claims that these things “are reasons,” or similar apparently non-relational claims that certain things “are good,” then the question naturally arises what these normative facts have to do with us. (This puzzlement lies behind Christine Korsgaard’s caricature when she says that according to a realist view reasons are normative entities that we notice “as it were, wafting by.”
) The idea that the basic elements of the normative domain are relations avoids this puzzlement. Truths about reasons are truths about relations that hold between us (as individuals in certain circumstances) and certain other facts (often but not always non-normative facts.) So the question “What do normative facts have to do with us?” does not arise. The idea that normative facts are relational in this way does not seem to me ad hoc, but quite natural once one thinks of it. It also explains other features of normative truths.

In particular, as I have argued, it provides the basis for a plausible interpretation of the distinction between “facts and values,” and explains what seems to me to be the more puzzling aspect of the phenomenon of supervenience, namely the fact that many normative truths co-vary with non-normative truths even though they are not entailed by them. More exactly, those normative facts that vary at all, co-vary with non-normative facts even though they are not entailed by them. This relation holds in virtue of the truth of what I called pure normative truths, which assign normative significance to non-normative facts. These pure normative truths themselves, however, do not vary.

I also took what may have seemed to be a short way with the question of motivation, or, as I would call it, the question of normative significance. I said that it is part of being a rational agent that one’s beliefs about what one has reason to do generally influence one’s subsequent behavior, and can explain that behavior. Building this connection between belief and action into the concept of a rational agent may seem question-begging. But it should not seem so. All of the non-cognitivist views that are alternatives to mine explain the relation between normative judgment and action by appealing some psychological ideal type: an agent who (normally) responds to the imperatives he or she issues, an agent who (normally) carries out the plans he or she has made, and so on. The difference lies only in the particular psychological ideal type appealed to. There seems to me no reason to prefer these alternatives to the one I propose, given that, as I argued in Lectures 2 and 4, there are no metaphysical or epistemological objections to taking normative judgments to be capable of truth and possible objects of belief and knowledge. The fact that a cognitivist account provides a more natural and attractive interpretation of our view of our own reasons and of interpersonal argument about reasons is, moreover, a ground for preferring it.

I argued in Lecture 2 that the idea that there are irreducibly normative truths about practical reasons does not have metaphysical implications that we should find troubling. I defended this claim within a general domain-centered account of ontological questions. Claims within a given domain give rise to external ontological questions only if the truth or significance of those claims requires that the facts or entities they refer to are part of a “world” that is understood independently of that domain. These questions are troubling if our understanding of that world gives reason to believe that no such things could be part of it. But normative truths have no such external implications or presuppositions. The truth of such claims and their significance for us are entirely accounted for in terms internal to that domain—that is, in normative terms. The same is true of mathematical truths, such as truths of set theory.

In both cases there remains the questions of whether statements within these domains have determinate truth-values independent of us, and of how we can come to know what these truth-values are. The best response to the question of determinateness, I argued, would be a suitably general account of the domain in question in the terms of that domain itself (in normative, or in mathematical terms.) This would respond to the epistemological question as well, by characterizing the kind of thinking through which we can discover truths about that domain. Since such an account would itself be a general normative or mathematical claim, there is the question of how we could come to know it. The method of Reflective Equilibrium is an adequate answer to this question unless the best understanding of the domain holds that facts about it are somehow inaccessible to us. I have argued that this is not true of either normative or mathematical facts.

It seems to me that there is some prospect of attaining an overall account of set theory of the kind I have described. But I see no prospect of doing this for normative judgments in general or judgments about reasons for action in particular. The only way we have of establishing the truth of normative judgments is through direct piecemeal application of the method of Reflective Equilibrium. This method can provide us with justified confidence in the truth of some judgments about reasons for action, and hence with justified confidence that questions of this kind can have determinate answers. But it provides no assurance that such questions always have such answers. Whether this is so in any given case will depend on the outcome of this method when applied to that case.

Christine Korsgaard has written that on a substantive realist account of reasons we have nothing more to go on than our confidence that, after thinking about what reasons we have, we have gotten it right.
 She intends this as a criticism of a view of the kind I have been defending. But her description of our situation seems to me generally correct. We do have nothing to rely on except our best judgments about which things are reasons, although our confidence in these judgments can be justified in the ways I have described. There is nothing more that we could ask for. To be realistic about reasons we must accept this fact.

� As I have said in earlier lectures, I distinguish this kind of criticism from a charge of irrationality.


� Here I am in agreement with what Joseph Raz calls the classical model of rational agency. See Raz, “Incommensurability and Agency,” pp. 47-49.


� Joshua Gert proposes a counterfactual criterion of strength of this kind in “Normative Strength and the Balance of Reasons,” p. 538.


�This is not, in my view, a very plausible version of desire theory. For arguments against it, see Mark Schroeder, Slaves of the Passions, pp. 97-102, 123-144. Although Schroeder defends a desire theory, he rejects this version, which he calls “proportionalism.” 


� Jonathan Dancy uses the term, ‘atomism,’ in a similar sense, as denoting the view that the normative force of a consideration that is a reason is a property that it carries with it in any context. See Ethics Without Principles, pp. 7 and 49-95. He also suggests that the appeal of atomism derives from desire theories of reasons. Ibid. p. 75.


� Thus explaining how my view differs from what Selim Berker calls “the generalized weighing model.” See Berker, “Particular Reasons.” 


� These are good examples of arriving at conclusions about relation R (about which considerations are reasons at all) in a top-down (in this casa “multi-level) manner.


� I offer a defense of this claim in What We Owe to Each Other, pp. 160-168.


� Particularism is often stated as a view about moral principles, but I am assuming that particularists such as Jonathan Dancy would say the same thing about practical principles more generally. What I have to say here would, I believe, carry over to the case of moral principles.


� This is the thesis that Dancy calls holism. See Ethics Without Principles, p. 73.


� An example suggested by the film about the French Resistance, Army of Shadows.


� As Hume pointed out in Book III, Part II, Section V. I discuss the question of how voluntariness should be understood in Chapter 6 of What We Owe to Each Other, and in “Responsibility and the Value of Choice.”


�The Sources of Normativity, p. 44.


� The Sources of Normativity, p. 40.





