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This document uses the terms annotation, metadata entry, and tiddler interchangeably.

The shared records annotation API will be a separate API from the core REST API.  The API is designed purely for retrieval of annotations from a shared records server.  It is likely, but not required, that the machine that serves the annotation API be co-located with the shared records data store.  If the annotation server is not co-located, it should cache results for efficiency’s sake. 

Requests to the annotation API take the form of HTTP GET requests.  The requests are fully specified by the URI, which consists of the base address and parameters and values.  

The requests should take the following form:

<Server Base Address>/annotations/<Record ID>/<Annotation Title>?<Parameters and Values>

Where:

· Server Base Address – The web address or IP of the server hosting the API (e.g. http://www.sharedrecords.org)
· annotations – A static part of the URL indicating this is a request to the annotations API

· Record ID – The UID of the Record whose annotations should be retrieved

· Annotation Title – The optional title of the annotation to be retrieved.  If no title is specified all annotations should be returned.
· Parameters and Values – The additional parameters that can be specified and associated values.  When a parameter can take on more than one value, values should be separated by the “|” character.
Examples:

In this example the server is www.sharedrecords.org, the record ID is 12345, and the annotation title is “MyTitle”.  No parameters are specified.

http://test.sharedrecords.org/annotations/12345/MyTitle

This example is the same as above, but since there is no title specified, all annotations would be returned.  

http://test.sharedrecords.org/annotations/12345

The following list contains the full set of allowed parameters for an annotation request.  
These break into three general categories.
Parameters that determine how the data is returned:

· format – Determines the format that the data should be returned in.  The allowed values are “xml” and “json”.  The default is “xml”.
· attributes – Determines which attributes of the annotation are returned.  There are two special values, “all” (the default), which returns everything, and “allAttributes”, which returns all attributes, but not the annotation body.  Otherwise the list can be fully qualified by picking the specific attributes to be returned.  See http://www.sharedrecords.org/trac/sharedrecords/wiki/MetaDataFormats for a complete list of attributes.  The “XML Tag” column represents the value that should be passed in.
Examples:
Return all annotations from record 12345 in XML format, returning all attributes and bodies.  The following two URI’s are equivalent since this is the default behavior.

<baseURI>/annotations/12345

<baseURI>/annotations/12345?format=xml&attributes=all

Return all the attributes from the annotations, but not the bodies:

<baseURI>/annotations/12345?attributes=allAttributes

Return just the titles, users, and content type for all annotations, in json format.

<baseURI>/annotations/12345?format=json&attributes= title|userId|ContentType
Parameters that perform global filtering:

· checkpoint – Allows a client to use the “checkpointID” (also referred to as “FileName” attribute to mark the last entry it has seen.  The server should only return new/modified entries since the synchronization checkpoint, although it may return more and the client should be able to handle this.  If the checkpoint is never seen or none is specified then every entry is returned.
· mostRecentByTitle – Allows the client to specify whether only the most recent annotation for each title should be returned, or if all should be.  Allowed values are “true” or “false”, and the defa=ult is “true” (only the most recent is returned).

· additionalRecordID – Allows the client to specify additional records that should be searched for annotations.

Examples:

Return all annotations that have been updated since the arbitrary checkpoint “Tit_01_12345”
<baseURI>/annotations/12345?checkpoint=Tit_01_12345
Return all the entire history of the annotation with title “MyTitle”

<baseURI>/annotations/12345/MyTitle?mostRecentByTitle=false
Return all annotations from records 12345, 67890, and abcde

<baseURI>/annotations/12345/?additionalRecordID=67890|abcde
Parameters that allow filtering on individual attributes:

These parameters allow filtering based on the individual attributes of an annotation.  
	Name 
	Description 

	title
	A set of titles that should be returned.  

	user
	A set of userIDs that should be returned.  This maps to the “author” field in tiddlywiki. 

	contentType
	MIME-types of the supplied data. 

	checkpointID
	The checkpoint ID (or File Name) of the entry, including title, sequence ID and checksum.  

	tag
	Set of tags that should match.

	deleted
	A flag to mark entries "deleted".  This must be either “true” or “false”.  By default, deleted entries will still show up in metadata requests.  If either value is specified then only deleted/undeleted items will be returned.


In general, each parameter can have 0 or more values separated by the “|” character which is treated as an OR operation (results that match any will be returned).  However, multiple specified parameters will be treated as an AND operation.  For example, specifying “userID=Cory|Jon|Martin” will return any annotation that has a userID matching Cory, Jon, OR Martin, but specifying “tag=important&userID=Cory” will only return annotations that are tagged “important” AND have userID “Cory”.  There is currently no way to do an OR operation across attributes.
Examples:

Return all annotations that have userID matching “Cory” or “Jon”
<baseURI>/annotations/12345/?userID=Cory|Jon
Return all annotations that have been tagged “important” or “urgent” AND have MIME-type “text”

<baseURI>/annotations/12345/?tag=important|urgent&contentType=text
For simplicity’s sake all of the examples have isolated the various features of the API, but they can all be combined as follows:

Return the titles and bodies of all annotations from record 12345 that have userID of “Cory” or “Jon”, are tagged “important”, and are not deleted, since checkpoint “Tit_01_12345”, in json format.

<baseURI>/annotations/12345?format=json&checkpoint=Tit_01_12345&userID=Jon|Cory&tag=important&attributes=Title|Body&deleted=false
Etc.

Unresolved Questions:

· Do we want to support wild-card characters?  (“*” seems like the only appropriate one)
· As of 11/07/2007 the answer is “no”.

Other Notes:
· The “deleted” flag is one that will be added to the core API for the purposes of supporting this.  Deletion is marked on a title-dependant basis.  It is not possible to mark a specific annotation deleted, but one must add an annotation with the same title as the one to be marked deleted and set the “deleted” flag to true.  After marking an annotation deleted, one can mark it undeleted in the same manner, but the content must included.
