
 

Proposal#1- Speech recognition in health care 
Recent years have witnessed growing interest in creating tools to assist in clinical note generation 

using the speech of clinical encounters. The goal of this research is to transcribe clinical conversation 

and map them to canonical clinical forms.  

The team is quite large, and people are encouraged to share ideas and discuss their work. You will 

have opportunities to regularly discuss you progress with senior AI engineers. You will have access to 

a large amount of data and are allowed to use Prime Vision’s resources to develop your ideas. 

Prerequisite Skills 
• Affinity with Python  

• Affinity with deep learning and machine learning approaches 

• Affinity with speech recognition and natural language models (specifically Transformer and 

BERT models). 

References 
1. Chung-Cheng Chiu, et al., “Speech recognition for medical conversations”, 

https://arxiv.org/pdf/1711.07274.pdf.  

2. Nan Du, et al., “Learning to Infer Entities, Properties and their Relations from Clinical 

Conversations”, https://arxiv.org/pdf/1908.11536.pdf. 

Contact person 
If you are interested, please contact Sahar Yousefi by s.yousefi@primevision.com  
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Proposal#2- Making a care dialog agent  
The goal of the project is making a care dialogue agent. The agent Asks questions based on previous 

reporting and generates care sentences for a care professional based on the answers. Finally, the 

care agent would generate the final reports based on the answers of the care professional.  

The team is quite large, and people are encouraged to share ideas and discuss their work. You will 

have opportunities to regularly discuss you progress with senior AI engineers. You will have access to 

a large amount of data and are allowed to use Prime Vision’s resources to develop your ideas. 

 

Prerequisite Skills 
• Affinity with Python  

• Affinity with deep learning and machine learning approaches 

• Affinity with natural language processing (specifically Transformer and BERT models). 

 

References 
1. Aaron W. Li, at al., “ALOHA: Artificial Learning of Human Attributes for Dialogue Agents”, 

https://arxiv.org/pdf/1910.08293.pdf. 

2. Swadheen Shukla, “Conversation Learner – A Machine Teaching Tool for Building Dialog 

Managers for Task-Oriented Dialog Systems”, https://arxiv.org/pdf/2004.04305v1.pdf.  

Contact person 
If you are interested, please contact Sahar Yousefi by s.yousefi@primevision.com  
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Proposal#3- Healthcare natural language model compression 
Deploying Transformer-based language models is challenging on resource-constraint devices, e.g., 

mobile platform, due to their overparameterization. Many model compression approaches, such as 

pruning and quantization are proposed to reduce the model size significantly, by finding suitable 

compression allocation of each layer in an iterative/manual fashion which is not efficient. In this 

project we would like to solve this problem analytically with pre-trained weight parameters only. We 

already trained our language models on a large health dataset, and we aim to compress the model 

to be able to deploy them on resource-constraint devices.  

The team is quite large, and people are encouraged to share ideas and discuss their work. You will 

have opportunities to regularly discuss you progress with senior AI engineers. You will have access to 

a large amount of data and are allowed to use Prime Vision’s resources to develop your ideas. 

Prerequisite Skills 
• Affinity with Python  

• Affinity with deep learning and machine learning approaches 

• Affinity with speech recognition and natural language processing (specifically Transformer 

and BERT models). 

 

References 
1. Yuxin Ren, at al., “Exploring extreme parameter compression for pre-trained language 

models”, https://arxiv.org/pdf/2205.10036v1.pdf  

2. Peng Hu et al., “OPQ: Compressing Deep Neural Networks with One-shot Pruning-

Quantization”, https://arxiv.org/pdf/2205.11141v1.pdf 

 

Contact person 
If you are interested, please contact Sahar Yousefi by s.yousefi@primevision.com 
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