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Abstract—The language contexts of multilingual developing
countries such as South Africa are often characterised by
communication challenges resulting from language differences.
AwezaMed is a multilingual, multimodal speech-to-speech trans-
lation application for the health care domain, which was designed
to assist in bridging communication barriers and mitigate the
risks of miscommunication. The application focuses on the
domain of maternal health care. It uses English as source
language and Afrikaans, isiXhosa and isiZulu as target languages
to enable health care providers to communicate with patients in
their own language. It incorporates automatic speech recognition,
machine translation and text-to-speech to deliver speech-to-
speech translation functionality in a scalable way via a REST
API to an Android mobile application. It is being piloted at
various health care facilities across South Africa.

Index Terms—speech-to-speech translation, machine transla-
tion, automatic speech recognition, text-to-speech, mobile appli-
cation

I. INTRODUCTION

The language contexts of multilingual developing countries
such as South Africa are often characterised by communication
challenges resulting from language differences. Such commu-
nication challenges can have dire consequences, for example
if they occur in health care settings.

At present, health care providers (HCPs) in South Africa
often deal with the challenge of language barriers by obtaining
interpreting assistance from hospital staff, mainly nurses. This
not only leads to inefficient use of differently-skilled staff, but
also raises medico-legal issues, results in a lack of confiden-
tiality, and has a negative impact on respectful care.

Human language technology (HLT)-based solutions can
assist to bridge communication barriers in such contexts and
mitigate the risks of miscommunication. These technologies
include speech recognition used to transform speech into text,
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machine translation used to translate text from one language
into another, and speech synthesis used to transform text into
speech. In isolation, each of these technologies addresses a
part of the communication challenge experienced when the
participants in the speech act speak different languages, but
combined they can provide an end-to-end communication
solution.

This paper describes a HLT solution, speech-to-speech
(S2S) translation, deployed in the field of maternal health care
to bridge communication barriers between HCPs and patients.
The design of the solution needed to take into account certain
social, technological and environmental factors. These factors
included that the languages spoken in the environment in
which the solution is deployed, were so-called resource scarce
languages; that the patients were likely to have low reading
and technology use literacy; that the deployment environment
was likely to be noisy; that connectivity might be constrained;
and that the effect of introducing technology into the HCP-
patient interaction was unknown.

Section II provides background on this type of solution,
while Section III describes the use case. Section IV deals with
the technology components which make up the solution. Sec-
tion V describes the user feedback on the solution, where after
we conclude with some notes on future work in Section VI.

II. BACKGROUND

One of the applications of HLT is S2S translation, where the
goal is to bridge a verbal language barrier that exists between
speakers of differing first languages, and with no mutual un-
derstanding of an auxiliary language. Verbal language barriers
in communication are not only limited to multilingual societies
and countries such as South Africa, but can manifest in
monolingual societies and regions as well through for example:
migration, tourism and commerce activities. The three main
HLT components in an S2S translation system are:



• Automatic speech recognition (ASR), which recognises
input speech and transcribes it into a textual form of the
input source language

• Machine translation (MT), which translates the tran-
scribed text of the source language into text of the target
language

• Text-to-speech (TTS), which generates synthetic speech
in the target language from the translated text.

General speech-to-speech translation systems have a long
history with one of the first known systems developed by the
NEC Corporation1 and demonstrated at the 1983 International
Telecommunication Union (ITU) Telecom World event [1].

A comprehensive review of MT technology within the
health care domain (27 in total) was conducted in [2] and it
was found that the majority of the reviewed systems (n = 21)
included English as a language in the translation language
pairs. This study also compared the underlying MT approaches
in terms of statistical machine translation (SMT) versus rule-
based translation (RBT) or a hybrid between the two. It
was found that if the language pairs involved two well-
resourced languages (e.g. English and Spanish) then there
was a preference for using SMT, whereas if one of the
languages of the language pairs was low-resourced then either
a hybrid or RBT was implemented. It was also found that
if the system included a speech component (either ASR or
TTS) that there was a strong preference for using RBT in
the MT component versus a form of SMT. [3] notes that
most medical professionals are reluctant to use applications
utilising statistical machine translation approaches for MT in
speech translation systems in the medical domain, due to the
requirement of high reliability, and two early applications in
this domain, Phraselator2 and S-MINDS [4], were limited
to using fixed phrases or simple phrasal patterns. MedSLT
[3] was developed as a hybrid phrasal and statistical system
by incorporating in-domain grammar variations to allow for
variation in the fixed phrases.

In [5] it was found that there is a discrepancy between
usability measures and automatic or objective measurements of
the sub-components of an S2S application (i.e. the objective
evaluation metrics of ASR, MT and TTS). As an example,
the linguistic recognition can be higher than the acoustic
recognition due to the particular context, and they found that
users do not expect perfect translations (up to the point that it
does not endanger the outcome of the consultation).

Two phraselators in the medical domain, one with speech
and one without, were compared in [6]. The major findings
included that less time and effort is required to operate the
speech-enabled application in comparison to the non-speech-
enabled one. Subjectively, the users also preferred the speech-
enabled application.

III. USE CASE ANALYSIS

In order to address the communication challenges set out
above, the CSIR’s Digital Audio-Visual Technologies Re-

1https://www.nec.com/
2https://en.wikipedia.org/wiki/Phraselator

search Group conceptualised and developed a limited domain
S2S translation solution, called AwezaMed. Maternal health
care, and specifically Midwifery and Obstetrics, was selected
as the domain as it forms a relatively well-defined part of the
overall health domain in South Africa, making them an ideal
choice for a small-scale application.

Midwifery and Obstetrics are practiced at three types of
health care facilities across South Africa. The first is clinics,
where patients receive primary health care. HCPs at clinics
conduct, amongst others, antenatal consultations, but do not
have dedicated maternity units. The second type is Community
Health Centres (CHCs) that have a dedicated Midwife Ob-
stetrics Unit (MOU). The MOU offers antenatal and postnatal
consultations for uncomplicated, low risk pregnancies, a labour
ward, as well as services related to mother and child care, such
as postnatal care and immunisations. The third is hospitals
that have an Obstetrics and Gynaecology department. They
offer antenatal and postnatal consultations for complicated and
high risk pregnancies, a labour ward and surgery for caesarean
sections.

During a consultation, the communication events are be-
tween the HCP and the patient. The profile of an HCP is
less variable than that of a patient. Specifically, the HCP
has a tertiary education, is proficient in English, above the
age of 20 and has a high probability of having medium to
high technology literacy. In addition to this they also have
domain knowledge and typically conduct the consultation in
a structured manner.

On the other hand, the patients for whom the application is
designed are proficient in either Afrikaans, isiXhosa or isiZulu,
their technology literacy can range from low to high and
their reading/writing literacy can also range from low to high.
Patients tend to lack domain knowledge, but have experiential
knowledge, some of which the HCP will try to establish during
the course of the consultation. In addition, the probability of
patients having encountered ASR and TTS technology in their
first languages, is relatively low.

A final and important distinction between HCPs and patients
is the nature of their respective responsibilities with regard to
communication during a consultation. HCPs, as providers of
respectful health care, have the responsibility of communi-
cating clearly and reliably to patients. The requirement for
reliable translation is arguably higher than the requirement
for being able to express a wide variety of utterances: an
HCP would presumably prefer that an application report an
error message than have the application translate an utterance
like “You don’t have cancer” as “You have cancer” – with-
out the HCP being aware that a mistake was made during
translation. In other cases, the translated text may contain
errors that introduce uncertainty as to what the HCP might
have attempted to communicate. For instance, an Afrikaans
utterance like “Jy het kanker nie” (You have cancer not) is
ungrammatical, because it is missing one of the two necessary
negative particles. Given that the translation is ungrammatical,
some uncertainty is introduced as to what kind of mistake
the translation system has made: was a negative particle
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dropped or inserted by mistake? Such a system would place
the burden of dealing with possibly faulty translations on
the patient, and this is clearly unacceptable. Consequently, a
controlled translation system, which trades in wide coverage
for reliability in translation, was deemed to be a better choice
for communication by the HCP to the patient.

However, the benefits of the trade-off of wide coverage in
favor of reliability is less clear when it comes to commu-
nication from the patient to the HCP. In answer to a simple
question like “When did the pain start?”, patients may respond
with anything from “Yesterday” to “I don’t know, but definitely
before I arrived at the supermarket” or “It has been coming
along gradually since last week”. Arguably, for communication
in this direction, a different machine translation technique
might be a more appropriate choice. However, two different
kinds of machine translation would have significant conse-
quences for the user experience of the application. Hence, the
decision was made to use controlled translation in all cases,
with the HCP considered as the primary user of AwezaMed
and the patient a secondary user. Practically speaking, this
meant that all utterances supported by the application were
designed so that patients need only respond with “yes” and
“no” in their own language, as well as with small numbers
and year numbers in a few cases. The latter design choice is
motivated by the fact that it is common for South Africans to
code-switch to English to express numbers.

The types of HCPs that service the Midwifery and Obstet-
rics domains include doctors (including interns and registrars),
student doctors, sisters, nurses and student nurses. These were
all considered primary users of AwezaMed.

A. Requirements

A comprehensive assessment of requirements before the
more specific system design stages was undertaken, and re-
sulted in a full system requirements specification, detailing
business drivers to functional and non-functional specifica-
tions.

The non-functional requirements specified look and feel;
performance requirements; system interface and integration;
operational requirements; maintainability and support require-
ments; security requirements; data management; and audit,
legal and implementation requirements.

For the functional requirements, a comprehensive list of
user stories was drawn up for the HCP, patient and back-end
administrators.

Importantly, a number of pertinent aspects of each technol-
ogy component had to be considered. These aspects were:

• Reliable MT. Health care is clearly an example where
high quality, reliable MT is required, since the HCP must
have confidence in the translations and know that trans-
lation has succeeded. This is especially important when
translating from English to under-resourced languages
that have substantially different linguistic characteristics.

• Verifiable ASR. Similar to MT, the HCP must know that
the ASR succeeded, and this must be indicated visually
and intuitively.

• Multimodal input. Given the constraints on the input
made by the choice of MT paradigm, a second mode
of input was to be provided, which guides the user in
selecting utterances via clicks on the screen. Minimising
clicks in navigation and utterance selection (user experi-
ence) was a priority.

• Acceptable TTS. The users must find the synthesised
speech acceptable, and male and female voices in all
target languages needed to be provided.

IV. TECHNOLOGY COMPONENTS

The following sections detail the technology components
(IV-B, IV-C, IV-D) used in the S2S pipeline (IV-A).

A. Rhonda pipeline

Rhonda [7] is a scalable HLT pipeline with multilingual
capability. The pipeline allows access to various HLT com-
ponents through a unified interface and allows for the rapid
addition of new components. Rhonda is agnostic in terms of
the underlying HLT components and in fact can accommodate
multiple implementations of the underlying technologies (e.g.
multiple and differing TTS engines) simultaneously.

Client Client

Broker

ASR Worker TTS WorkerMT Worker

Client

"Want ASR" "Want S2S" "Want TTS"

S2S Worker

Fig. 1. The functional architecture of the Rhonda S2S translation pipeline.

The functional architecture of the Rhonda pipeline is shown
in Figure 1. The system is a service-oriented request-reply
dialog between a set of client applications, a broker, and a set
of worker applications. There are three actors in the Rhonda
system, which at the most basic level can be described as:

• Clients: request HLT services
• Workers: supply HLT services
• Broker: connects clients which request a specific HLT

service to workers which supply those HLT services.
Neither the number of clients nor the number of workers

is limited. The workers may implement any HLT component
as a service and the clients may request any HLT service as
implemented by a worker.

B. Machine translation

The MT component acts as the hinge of the application
for the dynamic content. It provides the application with all
content for the various grammar-powered screens, accepts
input from both the speech recognition and user interface
(UI)-based selection modalities, translates the input to all of



the target languages, and provides translated text to the TTS
component.

The first priority of the MT component is translations that
are reliable and domain appropriate. A secondary requirement
is that for all content accepted and produced by the system,
the formats required by different modalities must be handled
appropriately. For instance, the ASR component produces
text without any capitalisation or punctuation, which must be
parsed by the MT system, while text that must be displayed
on a screen must include these, and hence must be generated
by the MT system. For controlled MT, the MT system must
also provide structured screen content to allow users to select
utterances in the source language that can be translated by the
system.

Grammatical Framework (GF) is a programming language
and MT platform for writing and embedding computational
grammars [8] into, for example, speech-enabled multilingual
translation applications [9]. All the interactions mentioned
above can be powered by a set of multimodal, multilingual
GF grammars. A GF grammar consists of a central semantic
module that defines the utterance domain, and one or more
concrete modules that define the linearisation of the utterance
domain into strings of natural language, as shown in Fig. 2
for the screen related to utterances about symptoms.

Fig. 2. GF grammar architecture

The central Symptoms module defines rules and categories
for constructing trees that represent abstract utterances. For
instance, the semantic structure tree shown in Fig. 3 repre-
sents the English utterance “Have you experienced bleeding
recently?”. Trees can also exhibit greater depth, as in Fig. 4, al-
though utterances that require more than about four sub-nodes
in their semantic representation tend to be rather cumbersome
from a user experience perspective.

Fig. 3. Semantic tree for “Have you experienced bleeding recently?”

For each supported language, a concrete syntax is respon-
sible for defining rules that linearise these semantic tree
structures into natural language. This approach, which treats
the semantic structure as an interlingua, makes it possible
to handle the particularities of each language independently

Fig. 4. Semantic tree for “Did the pain start more than one hour ago?”

of each other. Entirely different syntactic constructions may
be used for trees in the various languages. For English and
Afrikaans, when asking a question about a symptom, an
appropriate verb must be used, such as “experience” for
bleeding and severe headaches and “see” for flashing lights.
On the other hand, isiZulu and isiXhosa require more linguistic
variety for such questions, namely the use of the associative
copulative construction for bleeding, a passive verb for severe
headaches and an active verb for flashing lights. Table I
provides some examples of isiZulu questions, along with literal
translations into English, which illustrate the ways in which
idiomatic language requires different constructions for isiZulu
than would be necessary for idiomatic English. Each concrete
syntax is responsible for expressing the semantic structures in
idiomatic language by making use of the appropriate linguistic
structures of the language in question.

From a linguistic perspective, the isiZulu utterance “Ingabe
uke waba nokopha kungekudala?” (Have you experienced
bleeding recently?) is represented by the syntax tree shown
in Fig. 5. Clearly, this is significantly more detailed than the
semantic representation in Fig. 3. The role of each concrete
grammar can be seen as the definition of a language-specific
mapping between linguistic constructions and semantic con-
structions, so that the tree in Fig. 3 representing the utterance
on a semantic level is mapped to the tree in Fig. 5 representing
the specific linguistic constructions necessary to express the
meaning in idiomatic isiZulu. The role of the GF run-time
system is to linearise such trees to natural language text and
conversely, to parse natural language text to trees.

To illustrate how idiomatic language is achieved, we may
consider the section of the tree indicated by a dashed line.
This sub-tree relates to the appropriate way of expressing the
notion of experiencing bleeding in isiZulu. It might easily be
replaced by the tree shown in Fig. 6, which shows the linguistic
constructions necessary to express the notion of experiencing
severe headaches in isiZulu. The substitution of this sub-tree
would represent the isiZulu utterance “Ingabe uke waphatwa
yikhanda elibuhlungu kungekudala?” (Have you experienced
severe headaches recently?).

The multimodal, multilingual grammar can produce and
parse any utterance defined by the grammar in seven language
modes: Afrikaans, isiXhosa, isiZulu, English for ASR, English
for displayable text, English marked up for screen content and
a flattened tree language to simplify communication with the
application. For instance, the tree shown in Fig. 4 produces the



TABLE I
EXAMPLES OF PARALLEL UTTERANCES

isiZulu Literal translation
Ingabe uke waba nokopha kungekudala? Maybe you were sometimes with bleeding recently?
Ingabe uke waphatwa yikhanda elibuhlungu kungekudala? Maybe sometimes you were bothered by a head that is painful recently?
Ingabe uke wabona izibani ezikhanyayo kungekudala? Maybe sometimes you saw lights that flash recently?
Ingabe ubona izibani ezikhanyayo njengamanje? Maybe you see lights that flash now?

Fig. 5. Syntax tree for “Ingabe uke waba nokopha kungekudala?”

Fig. 6. Verb phrase sub-tree for “...waphatwa yikhanda elibuhlungu...”

strings shown in Table II. The different formatting required for
English is done by adding a markup layer with three different
instances over a generic English concrete grammar.

Fig. 7 shows the Symptoms screen with the user in the
process of constructing the utterance in Fig. 4 by selecting
elements from drop down lists.

In total, the application uses four multilingual GF grammars
for the subdomains of symptoms, medical history, general
history and obstetric and neonatal history. Together, they cover
about 3900 unique utterances. Evaluation of the translations
was performed manually by language practitioners from a rep-
resentative subset of 195 utterances generated semi-randomly
from the grammars. In addition to utterances included in the
grammar, several screens with content that was translated

Fig. 7. Selecting an utterance

manually are also available in the application.

C. Automatic speech recognition

The ASR component allows users to input a particular
utterance using their voice. At first, a lightweight ASR engine
based upon the Pocketsphinx tool [10] was implemented.
This choice had the benefit of short response times and a
small footprint, allowing baseline functionality in support of
application development early on. Implementation of a Kaldi
[11] ASR engine was achieved later, incorporating state-of-
the-art deep architecture models from another project [12].

ASR functionality requires performance validation and tun-
ing for the target environment. A speech data collection effort
was carried out at pilot sites to simulate voice usage. To this
end, recordings were made of example phrases in three key
environments with different acoustic characteristics:

1) Single consultation rooms with bricks and doors
2) Two beds with brick walls and curtains and/or drywall

separators
3) Four to ten bed wards with curtain separators.



TABLE II
ALL STRING REPRESENTATIONS OF FIG. 4

Grammar module String representation
SymptomsAfr Het die pyn meer as een uur gelede begin?
SymptomsXho Ingaba iintlungu ziqale kwixesha elingaphezulu kweyure enye egqithileyo?
SymptomsZul Ingabe ubuhlungu buqale ngaphezu kwehora elilodwa elidlule?
SymptomsEnR did the pain start more than one hour ago
SymptomsEnS Did the pain start more than one hour ago?
SymptomsEnG Did [Symptom : the pain] start [PointTime : more than] [SmallNumber : one] [TimeMeasure : hour] ago?
SymptomsApp PointTimeSymptomQ Pain MoreThanAgo N01 Hour

Apart from acoustics, the grammatical structure of the ASR
language model dictates recognition rates. To support the
application, the GF grammars were exported to the JSGF
format to be used by the ASR as language models [13]. The
Symptoms grammar exhibits the greatest transition complex-
ity, and therefore would present the greatest challenge to an
ASR system.

In order to test the performance of the ASR in the above-
mentioned acoustic contexts, a set of 20 utterances were
selected from the Symptoms grammar. The process used to
select the 20 utterances was to generate random utterances
from the grammar and discard utterances that are unlikely in
a pragmatic sense, such as “Have you had coughing for less
than one minute”, until 20 utterances were reached.

ASR performance given the real-world conditions were
subsequently evaluated. Recordings for the test utterances were
made in three locations: Site A, Site B and Site C. At Site
A the same two female speakers recorded the full set of 20
utterances in each environment. Site C recordings consisted of
two sets recorded in environments 1 and 2 and by two different
female speakers respectively. All of the Site B recordings were
done by a single male speaker.

TABLE III
PHRASE (PER) AND WORD ERROR RATES (WER) OF RECORDINGS MADE

IN DIFFERENT ENVIRONMENTS AT VARIOUS LOCATIONS FOR THE
SYMPTOMS GRAMMAR AND LIBRISPEECH LARGE VOCABULARY (LV)

LANGUAGE MODEL RESPECTIVELY.

Loc PER PER PER WER
PS Kaldi LV LV

Environment 1
Site A 7.5% 5% 85% 41.91%
Site B 20% 5% 100% 67.63%
Site C 0% 5% 75% 32.95%

Environment 2
Site A 10% 5% 80% 36.71%
Site B 55% 35% 100% 91.33%
Site C 30% 20% 95% 64.16%

Environment 3
Site A 10% 10% 90% 44.80%
Site B 55% 20% 100% 91.33%

Table III compares the phrase error rates (PERs) for record-
ings made at the different locations. A large vocabulary
(LV) result was also estimated by replacing the grammar
as language model with the Librispeech trigram language
model [14]. In general the Site A PERs were lower than

the Site B PERs for both Pocketsphinx (PS) and Kaldi ASR
components. Furthermore it was clear that much lower PERs
were produced with Kaldi. To put the necessity of using a
constrained grammar into perspective, the corresponding PERs
of the same acoustics, but employing the LV language model,
showed large error rates at Site A and no recognition for
Site B. A closer inspection revealed more usable WERs for
the Site A environment, but clearly large vocabulary speech
recognition fails at the Site B and Site C locations.

D. Text-to-speech

The TTS component generates synthetic speech from a text
input in a chosen language. The implementation is based on
the work in [15] and is called Speect, a multilingual TTS
system that offers various application programming interfaces,
as well as an environment for research and development of
TTS systems and voices.

The system consists of the engine and plug-ins, where the
engine -

1) loads all required data for a particular synthetic voice;
2) calls and controls the flow of all the synthesis modules;

and
3) handles system calls and memory requirements, while

the plug-ins define synthesis modules, which range from
natural language processing (NLP) modules such as
text normalisation to digital signal processing (DSP)
modules, for example waveform synthesis.

This architecture allows the engine to remain independent
of the language of the synthetic voice as well as the method of
synthesis, requiring only the implementation of new plug-ins
in order to add functionality. The system was written in the C
language, with a strict conformance to the ISO/IEC 9899:1990
standard, and uses SWIG (Simplified Wrapper and Interface
Generator)3 in order to create an easily accessible application
programming interface (API) in scripting languages.

One male and one female voice was used for each of
the three TTS target languages (the voices are part of the
Qfrency4 catalogue). The voices are based on the standard
architecture of five-state, left-to-right hidden semi-Markov
models (HSMM) of the HMM-based Speech Synthesis System
(HTS) [16]. All continuous features were modelled by single-
component Gaussians. The LogF0 feature was modelled as
a 3-dimensional multi-space probability distribution HMM

3http://www.swig.org
4http://www.qfrency.com
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(MSDHMM), as is standard practice. The decision trees state
clustering was done using a minimum description length
(MDL) factor of 1.0. For all voices, global variance [16]
was included. The voices were independently evaluated for
intelligibility and naturalness and were found to be suitable for
information dissemination systems. For intelligibility the word
error rate (WER) was calculated from sentences, where re-
spondents typed what they heard from a synthesized utterance,
and for naturalness standard mean opinion score evaluations
as used in [17] were employed.

E. User interface design

The design of AwezaMed was based on iterative discussions
held with HCPs, focusing on understanding the domain, the
immediate context in which the application would be used, and
the way in which users would interact with the functionality
provided by the MT component. Specifically, the use of inline
buttons to make selections of utterances was decided upon in
order to condense the presentation of thousands of possible
utterances into a few reasonably sized screens.

There are four pages in AwezaMed, namely Consulta-
tion, Information, General and Favourites. The Information
and General pages contain utterances that were manually
translated into the target languages and hosted in a simple
database. The Consultation utterances, on the other hand,
contain dynamic input powered by the grammar-based MT
system. The Favourites page contains all the utterances the
user has favourited across all the other pages.

The layout of the application follows standard application
designs, and includes tiles, a burger menu, and the function-
ality of swiping left and right to reach certain pages.

F. Android implementation

AwezaMed is a native Android mobile application built
using the Kotlin programming language. The logic underlying
all end-user functionality around speech input and output
is handled by the application, and the relevant information
requests are made to the Rhonda HLT pipeline via REST API
calls. The frameworks used for handling these requests, as
well as the audio and speech data responses they generate is
a combination of Retrofit and OKHTTP.

AwezaMed makes use of Google’s Firebase for the purpose
of user management, authentication and tracking user behavior
metrics and analytics. Firebase uses end-to-end encryption to
protect its data.

V. PILOTING AND FEEDBACK

A. Pilot sites

The AwezaMed application is currently being piloted in
three provinces across South Africa, namely Gauteng, Western
Cape and KwaZulu-Natal. The pilot studies have not been
concluded yet, and as such, only partial evaluation of the
usability of the system has so far been possible.

The pilot sites are:
1) Site A, a CHC close to Johannesburg in Gauteng

2) Site B, a hospital close to Cape Town in the Western
Cape

3) Site C, a CHC close to Cape Town in the Western Cape
4) Site D, a hospital close to George in the Western Cape
5) Site E, a CHC close to Pietermaritzburg in KwaZulu-

Natal.
The location of sites A and D are classified as urban areas.

Sites B and C are both situated in partially informal settle-
ments. However, these areas are also classified as urban areas
due to their high population density and level of infrastructure.
Given the urban location of sites A to D, a decision was made
to add a rural site to the list of participating sites. Site E was
then added as a rural site.

In total, 51 health care providers (doctors, sisters and
nurses) were trained to use AwezaMed and eight have provided
feedback on their experience of using the first version of the
application with patients. The piloting phase of the second
version is still in process, and thus far only provisional
feedback has been received from five HCPs. A third version
is scheduled to be piloted from May to August 2020, which
will incorporate feedback received from the first two versions.

B. Usage

The content of the application was designed to assist mostly
with one-on-one consultations (for example in an antenatal
clinic setting) with patients who do not speak the same
language as the HCP. Most of the participating HCPs rotate
between the antenatal clinic and the labour ward. In an
antenatal clinic the HCP has a one-on-one consultation with
a patient, whereas in the labour ward, fellow staff members
who are fluent in a language the patient speaks, are almost
always available to provide interpreting services. That means
that HCPs who work in the labour ward seldom have a need
for the application.

C. Feedback

Most of the HCPs said AwezaMed is a useful application
for South Africa’s official languages and that it will have a
major impact on overcoming language barriers in health care
facilities. While the majority of the pilot sites are in urban or
peri-urban areas, HCPs were of the opinion that the application
would be especially useful in rural areas where there are fewer
South African patients who can speak English and where a
greater language barrier exists.

All the HCPs felt that being able to speak to a patient in
her home language enabled them to treat their patients with
more respect. However, one HCP mentioned that “it could be
seen as less respectful if you speak with your cell phone, but
I think ideally if you did not have anyone else to translate
then it would have been more respectful [than not talking to
them at all]”. Another HCP said even being able to just greet a
patient in their own language is showing that you are making
an effort and in that way, you are building some rapport with
them. Two HCPs said the communication barrier was bridged
and that they were able to treat all patients equally, regardless
of their home language. They also said that the application



alleviates the communication gap, as they are able provide
more information to a patient via the application than what
they are able to provide to a patient with whom they don’t
share some proficiency in a common language.

In addition to adding more languages to AwezaMed, both
South African languages and other languages spoken in South
Africa, some HCPs indicated other improvements they would
like to see. These include more utterances explaining the side-
effects of family planning methods, as well as utterances
related to the medication HCPs dispense to patients. HCPs
also mentioned the need for more flexibility with regard to
ASR input.

Patients, as secondary users, were also asked to provide
feedback on AwezaMed. Generally, patients said that even
though the voice asking the questions wasn’t that of a human,
it was still clear and good to listen to. Patients also felt that
being consulted “through the app” changed their experience. It
made them feel more comfortable to speak to English-speaking
doctors and it made them feel important and respected when
being spoken to in their mother tongue.

VI. CONCLUSION AND FUTURE WORK

We have described a multilingual S2S translation applica-
tion for the health care domain. The application uses English
as source language and Afrikaans, isiXhosa and isiZulu as
target languages to enable health care providers to commu-
nicate with patients in their own language. The technology
components were designed with the specific goal of supporting
under-resourced languages, and to achieve S2S translation that
is reliable for use in health care, and specifically in Midwifery
and Obstetrics. Specifically, idiomatic, domain appropriate
translations are achieved for each language, regardless of
similarity to the source language, via a semantic interlingua
translation architecture using Grammatical Framework.

While user feedback has generally been positive so far,
a key need is to include more target languages. In the first
place, the addition of more South African languages would
be welcomed. However, a repeated request has been for the
inclusion of non-South African languages spoken in Africa.
While HCPs often have the opportunity to ask someone on
site to translate to a South African language, as problematic
as that may be, for languages such as Somali and Kiswahili,
this option does not exist and consequently presents an almost
insurmountable language barrier.

Further technical improvements are currently being imple-
mented. In order to present more flexibility with regard to the
ASR input, the ASR and MT components are in the process
of incorporating natural language understanding (NLU) tech-
niques to allow users to speak utterances that are semantically
equivalent to utterances contained in the grammars, although
the exact phrases may be different.

Finally, the architecture of the application allows for the
expansion of content in the supported languages to include
more utterances relevant to Midwifery and Obstetrics, as well
as new sets of utterances for different sub-domains in health
care.
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